
Astronomy 112: The Physics of Stars

Class 1 Notes: Observing Stars

Although this course will be much less oriented toward observations than most astronomy
courses, we must always begin a study of any topic by asking what observations tell us.

With the naked eye under optimal conditions, one can distinguish ∼ 6, 000 individual stars
from Earth, and in 1610 Galileo published the first telescopic observations showing that the
Milky Way consists of numerous stars.

[Slide 1 – Galileo telescope image]

While these early observations are of course important, in order to study stars systematically
we must be able to make quantitative measurements of their properties. Only quantitative
measurements can form the nucleus of a theoretical understanding and against which model
predictions can be tested.

In this first week, we will focus on how we obtain quantitative information about stars and
their properties.

I. Luminosity

The most basic stellar property we can think of measuring is its luminosity – its total
light output.

A. Apparent brightness and the magnitude system

The first step to measuring stars’ luminosity is measuring the flux of light we
receive from them. The Greek astronomer Hipparchus invented a numerical scale
for describing stars’ brightnesses. He described the brightest stars are being of
first magnitude, the next brightest of second, etc., down to sixth magnitude for
the faintest objects he could discern. In the 1800s, Pogson formalized this system,
and unfortunately we are still stuck with a variant of this system today.

I say unfortunate because the magnitude system has several undesirable features.
First, higher magnitudes corresponds to dimmer objects. Second, since it was
calibrated off human senses, the system is, like human senses, logarithmic. Every
five magnitudes corresponds to a change of a factor of 100 in brightness. In
this class we will not make any further use of the magnitude system, and will
instead discuss only fluxes from stars, which can be measured directly with enough
accuracy for our purposes.

While fluxes are a first step, however, they don’t tell us much about the stars
themselves. That is because we cannot easily distinguish between stars that are
bright but far and stars that are dim but close. The flux depends on the star’s



intrinsic luminosity and distance:

F =
L

4πr2
.

From the standpoint of building a theory for how stars work, the quantity we’re
really interested in is luminosity. In order to get that, we need to be able to
measure distances.

In terms of the magnitude system, the flux is described as an apparent magnitude.
We are interested instead in the absolute magnitude, which is defined as the
brightness that a star would have if we saw it from a fixed distance.

B. Parallax and distances

The oldest method, and still the only really direct one, for measuring the distance
to a star is parallax. Parallax relies on the apparent motion of a distant object
relative to a much more distant background as we look at it from different angles.
The geometric idea is extremely simple: we measure the position of the target star
today, then we measure it again in 6 months, when the Earth is on the opposite
side of its orbit.
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We then measure the change in the apparent position of the star, relative to some
very distant background objects that don’t appear to move appreciably. The
change is described in terms of the parallax angle θ. For a measured change 2θ,
the distance r to the target star is simply given by

r =
1 AU

tan θ
' 1 AU

θ

where the distance between the Earth and the Sun is 1 AU = 1.5× 1013 cm, and
in the second step we used the small angle formula to say tan θ ' θ, since in
practice θ is always small.

The importance of this method of distance measurement is illustrated by the fact
that in astronomy the most common unit of distance measurement is the parsec
(pc), which is defined as the distance away that an object must have in order to
produce a parallax shift of 1 second of arc, which is 4.85× 10−6 radians:

1 pc =
1 AU

4.85× 10−6 rad
= 3.09× 1018 cm = 3.26 ly



The nice thing about this definition is that the distance in parsecs is just one over
the parallax shift in arcseconds.

Although this technique has been understood since antiquity, our ability to ac-
tually use it depends on being able to measure very small angular shifts. The
nearest star to us is Proxima Centauri, which has a parallax of 0.88” – to put
this in perspective, this corresponds to the size of a quarter at a distance of half
a kilometer. As a result of this difficulty, the first successful use of parallax to
measure the distance to a star outside the solar system was not until 1838, when
Friedrich Bessel measured the distance to 61 Cygni.

In the 1980s and 90s, the Hipparcos satellite made parallax measurements for a
large number of nearby stars – up to about 500 pc distance for the brightest stars.
The Gaia satellite will push this distance out to tens of kpc, with the exact limit
depending on the brightness of the target star.

Even without Gaia, the Hipparcos database provides a sample of roughly 20,000
stars for which we now know the absolute distance to better than 10% and thus, by
simply measuring the fluxes from these stars, we know their absolute luminosities.
These luminosities form a crucial data set against which we can test theories of
stellar structure.

II. Temperature measurements

Luminosity is one of two basic direct observables quantities for stars. The other is the
star’s surface temperature.

A. Blackbody emission

To understand how we can measure the surface temperature of a star, we need
to digress a bit into the thermodynamics of light. Most of what I am going to
say here you either have seen or will see in your quantum mechanics or statistical
mechanics class, so I’m going to assert results rather than deriving them from
first principles.

To good approximation, we can think of a star as a blackbody, meaning an object
that absorbs all light that falls on it. Blackbodies have the property that the
spectrum of light they emit depends only on their temperature.

The intensity of light that a blackbody of temperature T emits at wavelength λ
is given by the Planck function

B(λ, T ) =
2hc2

λ5

(
1

ehc/(λkBT ) − 1

)
,

where h = 6.63 × 10−27 erg s is Planck’s constant, c = 3.0 × 1010 cm s−1 is the
speed of light, and kB = 1.38× 10−16 erg K−1 is Boltzmann’s constant.

[Slide 2 – the Planck function]



If we differentiate this function, we find that it reaches a maximum at a wavelength

λmax = 0.20
hc

kBT
=

0.29 cm

T
,

where in the last step the temperature is measured in K. This implies that, if we
measure the wavelength at which the emission from a star peaks, we immediately
learn the star’s surface temperature. Even if we don’t measure the full spectrum,
just measuring the color of a star by measuring its flux through a set of different-
colored filters provides a good estimate of its surface temperature.

The total light output by a blackbody of surface area A is

L = AσT 4 = 4πR2σT 4,

where the second step is for a sphere of radius R. This means that we measure
L and T for a star, we immediately get an estimate of its radius. Unfortunately
this is only an estimate, because star’s aren’t really blackbodies – they don’t have
well-defined solid surfaces. As a result, the spectrum doesn’t look exactly like our
blackbody function, and the radius isn’t exactly what we infer from L and T .

B. Spectral classification

We can actually learn a tremendously larger amount by measuring the spectrum
of stars. That’s because a real stellar spectrum isn’t just a simple continuous
function like a blackbody. Instead, there are all sorts of spiky features. These
were first studied by the German physicist Fraunhofer in 1814 in observations of
the Sun, and for the Sun they are known as Fraunhofer lines in his honor. They
are called lines because when you look at the light spread through a prism, they
appear as dark lines superimposed on the bright background.

[Slide 3 – Fraunhofer lines]

Each of these lines is associated with a certain element or molecule – they are
caused by absorption of the star’s light by atoms or molecules in the stellar at-
mosphere at its surface. As you will learn / have learned in quantum mechanics,
every element or molecule has certain energy levels that it can be in. The dark
lines correspond to wavelengths of light where the energy of photons at that wave-
length matches the difference in energy between two energy levels in some atom
or molecule in the stellar atmosphere. Those photons are strongly absorbed by
those atoms or molecules, leading to a drop in the light we see coming out of the
star at those wavelengths.

Although you don’t see it much in the Sun, in some stars there are strong emission
lines as well as absorption lines. Emission lines are like absorption lines in reverse:
they are upward spikes in the spectrum, where there is much more light at a given
frequency than you would get from a blackbody. Emission lines appear when there
is an excess of a certain species of atoms and molecules in the stellar atmosphere
that are in excited quantum states. As these excited states decay, they emit extra
light at certain wavelengths.



We can figure out what lines are caused by which atoms and molecules using
laboratory experiments on Earth, and as a result tens of thousands of spectral lines
that appear in stars have been definitively assigned to the species that produces
them.

Stellar spectra show certain characteristic patterns, which lead astronomers to
do what they always do: when confronted with something you don’t understand,
classify it! The modern spectral classification system, formally codified by Annie
Jump Cannon in 1901, recognizes 7 classes for stars: O, B, A, F, G, K, M.
This unfortunate nomenclature is a historical accident, but it has led to a useful
mnemonic: Oh Be A Fine Girl/guy, Kiss Me. Each of these classes is subdivided
into ten sub-classes from 0− 9 – a B9 star is next to an A0, an A9 is next to an
F0, etc.

In the 1920s, Cecilia Payne-Gaposchkin showed that these spectra correlate with
surface temperature, so the spectral classes correspond to different ranges of sur-
face temperature. O is the hottest, and M is the coolest. Today we know that
both surface temperature and spectrum are determined by stellar mass, as we’ll
discuss in a few weeks. Thus the spectral classes correspond to different stellar
masses – O stars are the most massive, while M stars are the least massive. O
stars are also the largest.

The Sun is a G star.

[Slides 4 and 5 – spectral types and colors]

In modern times observations have gotten better, and we can now see objects too
dim and cool to be stars. These are called brown dwarfs, and two new spectral
types have been added to cover them. These are called L and T, leading to the
extended mnemonic Oh Be A Fine Girl/guy, Kiss Me Like That, which proves
one thing – astronomers have way too much time on their hands.

There has been a theoretical proposal that a new type of spectral class should
appear for objects even dimmer than T dwarfs, although no examples of such an
object have yet been observed. The proposed class is called Y, and I can only
imagine the mnemonics that will generate...

III. Chemical abundance measurements

One of the most important things we can learn from stellar spectra is what stars, or
at least their atmospheres, are made of. To see how this works, we need to spend a
little time discussing the physical properties of stellar atmospheres that are responsi-
ble for producing spectral lines. We’ll do this using two basic tools: the Boltzmann
distribution and the Saha equation. I should also mention here that what we’re going
to do is a very simple sketch of how this process actually works. I’m leaving out a lot
of details. The study of stellar atmospheres is an entire class unto itself!

A. A quick review of atomic physics



Before we dive into how this works, let’s start by refreshing our memory of quan-
tum mechanics and the structure of atoms. Quantum mechanics tells us that the
electrons in atoms can only be in certain discrete energy states. As an example,
we can think of hydrogen atoms. The energy of the ground state is −13.6 eV,
where I’ve taken the zero of energy to be the unbound state. The energy of the
first excited state is −13.6/22 = −3.40 eV. The second excited state has an energy
of −13.6/32 = −1.51 eV, and so forth. The energy of state n is

En =
−13.6 eV

n2
. (1)

Atoms produce spectral lines because a free atom can only interact with photons
whose energies match the difference between the atom’s current energy level and
some other energy level. Thus for example a hydrogen atom in the n = 2 state
(the first excited state) can only absorb photons whose energies are

∆E3,2 = E3 − E2 =
−13.6 eV

32
− −13.6 eV

22
= 1.89 eV

∆E4,2 = E4 − E2 =
−13.6 eV

42
− −13.6 eV

22
= 2.55 eV

∆E5,2 = E5 − E2 =
−13.6 eV

52
− −13.6 eV

22
= 2.86 eV

and so forth. This is why we see discrete spectral lines. In terms of wavelength,
the hydrogen lines are at

λ =
hc

∆E
= 656, 486, 434, . . . nm

This particular set of spectral lines corresponding to absorptions out of the n = 2
level of hydrogen are called the Balmer series, and the first few of them fall in the
visible part of the spectrum. (In fact, the 656 nm line is in the red, and when you
see bright red colors in pictures of astronomical nebulae, they are often coming
from emission in the first Balmer line.)

Thus if we see an absorption feature at 656 nm, we know that is produced by
hydrogen atoms in the n = 2 level transitioning to the n = 3 level. Even better,
suppose we see another line, at a wavelength of 1870 nm, which corresponds to
the n = 3 → 4 transition. From the relative strength of those two lines, i.e.
how much light is absorbed at each energy, we get a measurement of the relative
abundances of atoms in the n = 2 and n = 3 states.

The trick is that there is no reason we can’t do this for different atoms. Thus if we
see one line that comes from hydrogen atoms, and another that comes from (for
example) calcium atoms, we can use the ratio of those two lines to infer the ratio
of hydrogen atoms to calcium atoms in the star. To do that, however, we need to
do a little statistical mechanics, where is where the Boltzmann distribution and
the Saha equation come into play. Like the Planck function, these come from



quantum mechanics and statistical mechanics, and I’m simply going to assert
the results rather than derive them from first principles, since you will see the
derivations in those classes.

B. The Boltzmann Distribution

We’ll start with the Boltzmann distribution. The reason we need this is the
following problem: when we see a particular spectral line, we’re seeing absorptions
due to one particular quantum state of an atom – for example the strength of a
Balmer line tells us about the number of hydrogen atoms in the n = 2 state.
However, we’re usually more interested in the total number of atoms of a given
type than in the number that are in a given quantum state.

One way of figuring this out would be to try to measure lines telling us about
many quantum states, but on a practical level this can be very difficult. For
example the transitions associated with the n = 1 state of hydrogen are in the
ultraviolet, where the atmosphere is opaque, so these can only be measured by
telescopes in space. Even from space, gas between the stars tends to strongly
absorb these photons, so even if we could see these lines from in the Sun, we
couldn’t measure them for any other star. Thus, we instead turn to theory to
let us figure out the total element abundance based on measurements of one (or
preferably a few) states.

Consider a collection of atoms at a temperature T . The electrons in each atom
can be in many different energy levels; let Ei be the energy of the ith level. To be
definite, we can imagine that we’re talking about hydrogen, but what we say will
apply to any atom. The Boltzmann distribution tells us the ratio of the number
of atoms in state i to the number in state j:

Ni

Nj

= exp
(
−Ei − Ej

kBT

)
,

where kB is Boltzmann’s constant. Note that the ratio depends only on the
difference in energy between the two levels, not on the absolute energy, which is
good, since we can always change the zero point of our energy scale.

Strictly speaking, this expression is only true if states i and j really are single
quantum states. In reality, however, it is often the case that several quantum
states will have the same energy. For example, in a non-magnetic atom, the
energy doesn’t depend on the spin of an electron, but the spin can be up or
down, and those are two distinct quantum states. An atom is equally likely to
be in each of them, and the fact that there are two states at that energy doubles
the probability that the atom will have that energy. In general, if there are gi

states with energy Ei, then the probability of being in that state is increased by
a factor of gi, which is called the degeneracy of the state. The generalization of
the Boltzmann distribution to degenerate states is

Ni

Nj

=
gi

gj

exp
(
−Ei − Ej

kBT

)
.



This describes the ratio of the numbers of atoms in any two states. Importantly, it
depends only on the gas temperature and on quantum mechanical constants that
we can measure in a laboratory on Earth or compute from quantum mechanical
theory (although the latter is only an option for the very simplest of atoms). This
means that, if we measure the ratio of the number of atoms in two different states,
we can get a measure of the temperature:

T =
Ej − Ei

kB

ln

(
gjNi

giNj

)
.

It is also easy to use the Boltzmann distribution to compute the fraction of atoms
in any given state. The fraction has to add up to 1 when we sum over all the
possible states, and you should be able to convince yourself pretty quickly that
this implies that

Ni

N
=

gie
−(Ei−E1)/(kBT )∑Nstate

j=1 gje−(Ej−E1)/(kBT )
,

where Nstate is the total number of possible states. Since the sum in the denom-
inator comes up all the time, we give it a special name: the partition function.
Thus the fraction of the atoms in a state i is given by

Ni

N
=

gie
−(Ei−E1)/(kBT )

Z(T )
,

where

Z(T ) =
Nstate∑
j=1

gje
−(Ej−E1)/(kBT )

is the partition function, which depends only on the gas temperature and the
quantum-mechanical structure of the atom in question.

This is very useful, because now we can turn around and use this equation to turn
a measurement of the number of atoms in some particular quantum state into a
measurement of the total number of atoms:

N = Ni
Z(T )

gie−(Ei−E1)/(kBT )
.

Of the terms on the right, Ni we can measure from an absorption line, T we can
measure based on the ratio of two lines, and everything else is a known constant.

C. The Saha Equation

The Boltzmann equation tells us what fraction of the atoms are in a given quantum
state, but that’s only part of what we need to know, because in the atmosphere of
a star some of the atoms will also be ionized, and each ionization state produces
a different set of lines. Thus for example, it turns out that most of the lines we
see in the Sun that come from calcium arise not from neutral calcium atoms, but
from singly-ionized calcium: Ca+. Brief note on notation: astronomers usually



refer to ionization states with roman numerals, following the convention that the
neutral atom is roman numeral I, the singly-ionized state is II, the twice-ionized
state is III, etc. Thus, Ca+ is often written Ca II.

If we want to know the total number of calcium atoms in the Sun, we face a
problem very similar to the one we just solved: we want to measure one line that
comes from one quantum state of one particular ionization state, and use that to
extrapolate to the total number of atoms in all quantum and ionization states.
This is where the Saha equation comes in, named after its discoverer, Meghnad
Saha. I will not derive it in class, although the derivation is not complex, and is
a straightforward application of statistical mechanics. The Saha equation looks
much like the Boltzmann distribution, in that it tells us the ratio of the number
of atoms in one ionization state to the number in another. If we let Ni be the
number of atoms in ionization state i and Ni+1 be the number in state i+1, then
the Saha equation tells us that

Ni+1

Ni

=
2Zi+1

neZi

(
2πmekBT

h2

)3/2

e−χ/(kBT ),

where Zi and Zi+1 are the partition functions for ionization state i and i + 1, ne

is the number density of free-electrons, and χ is the energy required to ionize an
atom. Often the pressure is easier to measure than the electron abundance, so we
use the ideal gas law to rewrite things: Pe = nekBT . Thus

Ni+1

Ni

=
2kBTZi+1

PeZi

(
2πmekBT

h2

)3/2

e−χ/(kBT ),

The calculation from here proceeds exactly as for the Boltzmann distribution: we
measure the number of atoms in one particular ionization statement, then use the
Saha equation to convert it into a total number in all ionization states.

D. A Worked Example: the Solar Calcium Abundance

Let’s go through a real example: we will determine the ratio of calcium atoms
to hydrogen atoms in the Sun. Our input to this calculation is the following:
(1) the Sun’s surface temperature is 5777 K, (2) the Sun’s surface pressure is
about 15 dyne cm−2, (3) comparing a line produced by absorptions by singly-
ionized calcium in the ground state (called the Ca II K line) to one produced
by absorptions by the first excited state of neutral hydrogen (called the Hα line)
shows that there are about 400 times as many atoms in the ground state of Ca+

as in the first excited state of neutral H.

Let’s start with the hydrogen: we’re seeing the first excited state of neutral hydro-
gen, so let’s figure out what fraction of all hydrogen atoms this represents. This
has two parts: first, we need to use the Saha equation to figure out what fraction
of the hydrogen is neutral, then we need to use the Boltzmann distribution to
figure out what fraction of the neutral hydrogen is in the first excited state.



For the Saha equation, we need the partition functions for neutral and ionized
hydrogen. For ionized hydrogen, it’s trivial: ionized hydrogen is just a proton,
so it has exactly one state, and ZII = 1. For neutral hydrogen, the degeneracy
of state j is 2j2 and the energy of state j is Ej = −13.6/j2 eV, so the partition
function is

ZI =
∞∑

j=1

gje
−(Ei−E1)/(kBT ) =

∞∑
j=1

2j2 exp

[
−13.6 eV

kBT

(
1− 1

j2

)]
' 2

Note that only the first term contributes appreciably to the sum, because the
exponential factor is tiny for j 6= 1: kBT = 0.5 eV, so these terms are all something
like e−20.

Plugging into the Saha equation, we now get

NII

NI

=
2kBTZII

PeZI

(
2πmekBT

h2

)3/2

e−13.6eV/(kBT ) = 7.9× 10−5

Thus we find that the fraction of H atoms in the ionized state is tiny, and we can
treat all the atoms as neutral.

The next step is to compute the fraction that are in the first excited state, and
therefore capable of contributing to the Hα line. For this we use the Boltzmann
distribution:

N2

N
=

2(22)e−(E2−E1)/(kBT )

ZI

= 5.1× 10−9.

Thus only one in 200 million H atoms is in the first excited state and can contribute
to the Hα line.

The next step is to repeat this for calcium, using first the Saha and then the
Boltzmann equations. For calcium, we need some data that are available from
laboratory experiments. At a temperature of 5000 − 6000 K, the partition func-
tions for the neutral and once-ionized states are ZI = 1.32 and ZII = 2.30. The
ionization potential is 6.11 eV. Thus from the Saha equation we have

NII

NI

=
2kBTZII

PeZI

(
2πmekBT

h2

)3/2

e−6.11eV/(kBT ) = 920

Thus there is much more Ca in the once-ionized state than in the neutral state –
this is essentially all because of the difference between an ionization potential of
6.11 eV and 13.6 eV. It may not seem like much, but the it’s in the exponential,
so it makes a big difference. In fact, the second ionization potential of calcium is
11.9 eV, and as a result there is almost no twice-ionzed calcium. Thus, to good
approximation, we can simply say that all the calcium is once-ionized.

For this once-ionized calcium, the next step is to compute what fraction is in the
ground state that is responsible for producing the Ca II K line. The degeneracy
of the ground state is g1 = 2, so from the Boltzmann distribution

N1

N
=

2

ZII

= 0.87.



Note that the exponential factor disappeared here because we’re asking about the
ground state, so it’s e0. Thus we find that 87% of the Ca II ions are in the ground
state capable of producing the Ca II K line.

Now we’re at the last step. We said that there are 400 times as many atoms
producing the Ca II K line as there are producing the Hα line. Now we know
that the atoms producing the Ca II K line represent 87% of the all the calcium,
while those responsible for producing the Hα represent 5.1×10−9 of the hydrogen.
Thus the ratio of the total number of Ca atoms to the total number of H atoms
is

NCa

NH

= 400
5.1× 10−9

0.87
= 2.3× 10−6.

Thus hydrogen atoms outnumber calcium atoms by a factor of about 500,000.

Repeating this exercise for other elements yields their abundances. This calcu-
lation was first carried out for 18 elements by Cecilia Payne-Gaposchkin in her
PhD thesis in 1925, and since then has been done for vastly more. We therefore
have a very good idea of the chemical composition of the stars. By number and
mass, hydrogen is by far the most abundant element, followed by helium, and
with everything else a distant third.

[Slide 6 – solar system element abundances]

This technique has gotten so good that it is now generally possible to measure
relative element abundances in stars to accuracies of a few percent. That’s pretty
impressive: just by measuring some absorption lines and knowing some atomic
physics, we are able to deduce what distant stars are made of.


